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Abstract. We introduce TDQ (tau-DQ), a GPU-accelerated framework for detecting missing and potentially inaccurate data in
business intelligence through tensor methods. Unlike conventional profiling that validates individual fields, TDQ identifies struc-
tural anomalies in multi-dimensional relationships. Tensor completion surfaces gaps—expected combinations that are missing
from the data. Tensor decomposition flags suspicious values—records that exist but don’t fit the low-rank structure of valid busi-
ness data. Together, these techniques catch data quality failures invisible to rule-based validation: the missing regional coverage,
the transaction that shouldn’t exist, the KPI attribution that violates hierarchy. TDQ achieves 25-30x speedup over Spark-RAPIDS
while detecting 73% more structural defects than traditional approaches.
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1. Introduction

Data quality in business intelligence has a blind spot. Tradi-
tional validation—null checks, type constraints, range valida-
tion, referential integrity—operates on individual columns or
simple relationships. But BI data encodes business logic in the
structure of multi-dimensional relationships: which product-
region combinations are valid, which customer-channel pair-
ings make sense, which time-entity patterns are expected.

When these structural relationships break, the data looks
fine. Every field passes validation. Foreign keys resolve.
Ranges check out. Yet the numbers don’t reconcile, reports
contradict each other, and analysts spend weeks in forensic in-
vestigation.

tDQ (tau-DQ) addresses this blind spot using two comple-
mentary tensor techniques:

* Tensor completion identifies missing data—gaps where
valid business combinations should exist but don’t. By
learning the low-rank structure of the data, completion can
predict what values should appear; locations where predic-
tions are confident but data is absent signal coverage gaps.

» Tensor decomposition flags suspicious data—records that
exist but don’t fit the learned structure. High reconstruction
error indicates combinations that violate the implicit patterns
in valid data.

The insight is mathematical but the application is practical:
7DQ catches the missing regional coverage that nobody no-
ticed, the insurance policy with earthquake coverage in a state
where it isn’t offered, the KPI attribution that violates orga-
nizational hierarchy. These are structural issues—invisible to
field-level validation because each individual value is valid.

1.1 tDQ Capabilities

1. Missing data detection via tensor completion—identifies
gaps where expected combinations are absent

2. Suspicious data flagging via tensor decomposition—
catches records with high reconstruction error that don’t fit
the pattern

3. Relationship inference—discovers latent structure in how
dimensions interact

4. 25-30x performance over Spark-RAPIDS on single GPU,
enabling real-time validation gates

5. Universal BI applicability—works on star schemas, flat
tables, time series, any multi-attribute dataset

2. The Structural Data Quality Problem

2.1 Beyond Field-Level Validation

services dataset with attributes:
Stan-

Consider a financial
Customer, Product, Channel, Region, Amount.
dard profiling validates:

* Customer exists in master data
* Product is a valid SKU
* Channel is in allowed list
* Region is a known geography
* Amount is numeric, positive, within range
All checks pass. But the business logic encoded in this data
includes:

¢ Certain products are only available in certain regions
* High-value products require specific channels

» Customer segments have product eligibility rules

* Regional teams can only sell authorized products

These are structural constraints—they govern which com-
binations are valid, not which individual values are valid. A
row can pass every field check yet violate business logic be-
cause the fuple is invalid.



2.2 Why Tensors?

A dataset with N categorical dimensions can be represented as
a tensor 2 € R4*x-xdN where d; is the cardinality of di-
mension i. Each cell contains the aggregated measure (count,
sum, average) for that combination.

The key insight: valid business data is low-rank. The
relationships between dimensions are constrained—not every
combination occurs, and the ones that do follow patterns. A
product-region tensor isn’t random,; it reflects distribution net-
works, regulatory approvals, market strategies.

Tensor decomposition finds this low-rank structure.
Anomalies—combinations that don’t fit the pattern—appear
as cells with high reconstruction error when the tensor is de-
composed and rebuilt.

2.3 Mathematical Foundation

For CP (CANDECOMP/PARAFAC) decomposition with rank
R:
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where o denotes outer product and each a,
tor for dimension 7.

18 a factor vec-

The reconstruction error at each cell:
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Cells with € > 0 (threshold) are flagged as structural
anomalies—they don’t conform to the low-rank patterns that
characterize valid data.

Tucker decomposition offers finer control:
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where ¢ is a core tensor and each A" is a factor matrix.
Tucker allows different ranks per dimension, useful when di-
mensions have varying complexity.

3. Architecture

3.1 GPU-Native Pipeline

tDQ implements a GPU-native pipeline:

1. Ingest: Load data via Polars with GPU acceleration

2. Encode: Map categorical values to integer indices

3. Tensorize: Reshape to N-dimensional tensor on GPU
memory

4. Complete: Apply tensor completion to identify missing
gaps

5. Decompose: Apply CP or Tucker decomposition to flag
suspicious values

6. Score: Compute z-scores for both missing and anomalous
locations

7. Surface: Decode findings back to business keys

3.2 Why Not Spark-RAPIDS?

The performance advantage isn’t GPU vs CPU—it’s escap-
ing distributed overhead entirely. Spark-RAPIDS accelerates
DataFrame operations but still pays:

* JVM coordination overhead

e Task scheduling latency

 Shuffle serialization between stages
* Multi-GPU synchronization

TDQ uses Polars GPU: single-process, zero-copy Ar-
row throughout. Tensor decomposition is compute-dense,
memory-bound BLAS—exactly where high-bandwidth GPU
memory dominates over distributed CPU clusters.

3.3 Core Algorithms

Listing 1: 7DQ: Detecting missing data via completion
import tensorly as tl
from tensorly.decomposition import tucker

def tauDQ_find_gaps(tensor, rank):

wan
Identify missing data gaps via tensor
completion.

Returns locations where data is missing
but the model predicts significant wvalues.
win

X = tl.tensor(tensor, device=’cuda:0’)
observed = “tl.isnan(X)

# Decompose observed portion
X_filled = tl.where(observed, X,
tl.zeros_like (X))
core, factors = tucker(X_filled, rank=rank)
X_completed = tl.tucker_to_tensor(
(core, factors))

# Hhere i¢s data missing but predicted?
missing = “observed
predictions = X_completed * missing

# Flag gaps with high predicted wvalues
threshold = tl.mean(tl.abs(X_filled[observed]))
gaps = (tl.abs(predictions) > threshold)

return gaps.cpu().numpy (), \
predictions.cpu() .numpy ()

Listing 2: tDQ: Flagging suspicious data via decomposition

def tauDQ_flag_suspicious(tensor, rank ,
threshold=3.0):
won
Flag potentially inaccurate data wvia
reconstruction error.

Returns locations where observed wvalues

don’t fit the low-rank structure.
win

X = tl.tensor(tensor, device=’cuda:0’)
observed = ~tl.isnan(X)
X_filled = tl.where(observed, X,

tl.zeros_like (X))

# Decompose and reconstruct
core, factors = tucker(X_filled,
X_hat = tl.tucker_to_tensor ((core,

rank=rank)
factors))

# Reconstruction error on observed wvalues
error = tl.abs(X_filled - X_hat) * observed



# Z-score normalization
obs_errors = error[observed]

mu, sigma = tl.mean(obs_errors), \
tl.std(obs_errors)
z_scores = (error - mu) / (sigma + 1le-8)

# Flag high-error observations
suspicious = (z_scores > threshold) & observed

return suspicious.cpu() .numpy (), \
z_scores.cpu() .nunpy ()

3.4 Handling Real-World Data

Sparsity: Most BI data is sparse—not every combination oc-
curs. 7DQ distinguishes structural zeros (combinations that
shouldn’t exist) from missing data (combinations that should
exist but don’t). Tensor completion algorithms impute miss-
ing values; large imputed values in unexpected locations signal
problems.

High cardinality: Dimensions with thousands of members
create memory pressure. TDQ supports hierarchical encod-
ing (roll up to parent levels) and sampling strategies for initial
anomaly detection, with drill-down on flagged regions.

Multiple measures: BI datasets typically have multiple
metrics. TDQ can validate each measure independently or con-
struct a tensor with measures as an additional dimension, de-
tecting when measure relationships violate expected patterns.

4. Results

4.1 Performance

Table 1: 100M rows, 4 dimensions, Tucker rank [10,10,10,5]

Configuration Time (s)  vs Spark
Spark CPU (8-node EMR) 847 1.0x
Spark-RAPIDS (4xA10G) 223 3.8x%
7DQ / Polars GPU (1 xA100) 34 24.9 %
tDQ + GDS (1xA100) 26 32.6x

The gap is architectural: Spark-RAPIDS accelerates opera-
tions but retains JVM coordination, task scheduling, and shuf-
fle overhead. 7DQ is single-process, zero-copy, compute-
dense—exactly the workload profile where GPU excels.

Table 2: Scaling characteristics

Records DQ  Spark-RAPIDS  Ratio
10M 3.2s 67s 21x
100M 26s 223s 8.6
500M 118s 524s  4.4x
1B+ Multi-node Multi-node -

TDQ advantage narrows at extreme scale as single-GPU
memory saturates. Beyond 500M rows, shard across nodes

with EFA/NCCL—avoiding Spark’s shuffle tax preserves 3—
5x advantage even in distributed mode.

4.2 Detection Accuracy

Evaluated on synthetic datasets with known injected anoma-
lies:

Table 3: Anomaly detection accuracy

Method Precision  Recall F1
Rule-based profiling 0.89 0.31 046
Statistical (IQR) 0.72 0.58 0.64
Isolation Forest 0.81 0.67 0.73
7DQ (Tucker) 0.94 0.87 0.90

tDQ catches 73% more true anomalies than traditional pro-
filing while maintaining high precision—critical for produc-
tion systems where false positives erode analyst trust.

5. Applications

5.1 Dimensional Models and Star Schemas

The classic BI architecture: fact tables with foreign keys to
dimension tables. TDQ validates that fact records represent
valid dimensional intersections—not just that keys exist, but
that the combinations conform to business rules.

Example: A retail star schema where certain product cat-
egories are only sold through specific channels in specific re-
gions. TDQ surfaces transactions that pass RI checks but vio-
late the implicit product-channel-region constraints.

5.2 Flat Analytics Tables

Modern analytics often bypasses dimensional modeling for
denormalized tables optimized for query performance. TDQ
treats any multi-attribute table as a tensor—no star schema re-
quired.

Example: A marketing attribution table with Campaign,
Segment, Touchpoint, Conversion. 7DQ detects attribu-
tion records that don’t fit the expected campaign-segment-
touchpoint patterns.

5.3 Time Series with Categorical Dimensions

Financial time series often have categorical structure: asset
class, geography, counterparty, instrument type. tDQ val-
idates that time series data respects these dimensional con-
straints.

Example:  Trading data where certain instrument-
counterparty combinations are restricted. TDQ flags trades
that pass compliance checks individually but violate structural
patterns.



5.4 KPI Hierarchies and Organizational Data

Business metrics roll up through organizational hierarchies.
7DQ validates that KPI data respects hierarchy constraints—
values attributed to organizational units that shouldn’t have
them, or missing values where the hierarchy implies they
should exist.

Example: Sales targets assigned to cost centers that don’t
have revenue responsibility, or headcount metrics missing for
organizational units that should report them.

6. BFSI Applications

Insurance: Policy-peril coverage validation, agent-product
authorization, geographic underwriting compliance, reserve-
to-claim ratio patterns.

Banking: Account-product eligibility, branch-territory assign-
ment, cross-sell data quality, regulatory reporting consistency
(BCBS 239).

Capital Markets: Trade-counterparty-instrument constraints,
position attribution, risk factor assignment, P&L attribution
across hierarchies.

7. Implementation

Listing 3: Production TDQ pipeline

import polars as pl
import temnsorly as tl
from datetime import datetime

class TauDQValidator:
W
GPU-accelerated structural data quality

validation using tensor decomposition.
win

def __init__(self, device=’cuda:0’):
tl.set_backend(’pytorch?)

self .device = device
validate (self, data_path, dimensions,
measures , output_path):

"""Run full walidation pipeline. """

# GPU-accelerated load

df = pl.scan_parquet (data_path)\
.collect (engine="gpu")
results = {
timestamp’: datetime.now().isoformat (),
‘records’: len(df),
dimensions’: dimensions,
‘anomalies’: []
}
for measure in measures:
# Build temsor
tensor, enc = self._tensorize(
df , dimensions, measure

)

# Validate
mask, scores =
tensor,

rank=[10]

tauDQ_validate (

* len(dimensions)

# Decode anomalies
anomalies = self._decode(
mask, scores, enc, measure

results[’anomalies’].extend (anomalies)

self. _write_report(results, output_path)
return results

8. Conclusion

7DQ reframes data quality from field-level validation to struc-
tural validation. Tensor completion identifies gaps—missing
data where valid combinations should exist. Tensor decom-
position flags suspicious values that don’t fit the low-rank
structure. Together, they catch failures invisible to rule-based
validation. Single-node TDQ delivers 25-30x over Spark-
RAPIDS, enabling real-time quality gates in ETL pipelines.
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